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Abstract
This study introduces SwinPix, a novel network architecture designed to explore the effectiveness of multi-level low-dose 
(LD) PET inputs as prior knowledge for standard-dose (SD) PET image prediction. By employing SwinPix architecture, 
we assess the performance of single-input and multi-input models trained with PET data at 4%, 6%, and 10% dose levels. 
Two models were developed: the first was trained using a single input corresponding to 4%, 6%, and 10% LD PET images, 
while the second considered a multi-input approach, utilizing three lower-dose inputs to predict the corresponding SD PET 
images. The performance of the six models was evaluated using structural similarity index (SSIM), peak signal-to-noise 
ratio (PSNR), mean standardized uptake value (SUVmean) bias, SUVmax bias, and root mean square error (RMSE) within 
the entire head region and malignant lesions. The SwinPix multi-input model outperformed single-input versions across 
all dose levels. At 4%, PSNR increased by 13%, SSIM improved from 0.97 to 0.99, while RMSE (lesion/head) dropped by 
82–86%. Similarly, SUVmean and SUVmax biases decreased by 78% and 58%, respectively. At 6% and 10% dose levels, Swin-
Pix showed comparable improvements, reducing RMSE by over 40% and SUV biases by up to 53%. Compared to Pix2Pix 
and Swin Transformer, SwinPix consistently achieved the best reconstruction quality. All improvements were statistically 
significant (p < 0.01), supporting the effectiveness of multi-input SwinPix for accurate LD PET imaging. SwinPix offers 
a hybrid transformer-based solution for LD PET reconstruction. By incorporating multi-level LD PET inputs through a 
Generative adversarial network (GAN) framework, it enhances image quality and lesion quantification while maintaining 
computational efficiency, supporting its potential for clinical deployment.

Keywords  Low-dose PET · Swin Transformer · Standard-dose PET · Deep learning · Multi-input reconstruction · PET 
denoising

Introduction

Positron emission tomography (PET) imaging plays a crucial 
role in various clinical applications, including cancer diag-
nosis, disease characterization, assessment of the severity of 
lesions, disease staging, and monitoring treatment response 
and therapy planning [1]. Owing to increasing concerns 
about radiation exposure and potential heightened cancer 
risks associated with multiple PET/CT scans, it is highly 
desirable to reduce the injected activity in these procedures 
[2, 3]. However, lowering the injected activity can com-
promise the quality of PET images, which may impact the 
ability to accurately identify low-contrast lesions and other 
diagnostic tasks [4–7]. As a result, developing methods to 
reconstruct high-quality images from noisier, low-dose (LD) 
inputs remains an active research focus. In clinical practice, 
there is a widely accepted principle known as ALARA (As 
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Low As Reasonably Achievable), which emphasizes mini-
mizing radiation exposure while maintaining diagnostic 
effectiveness [8].

To tackle this challenge, various approaches have been 
developed to enhance the quality of LD PET images. These 
include iterative reconstruction algorithms [9, 10], image 
filtering and post-processing techniques [11], and machine 
learning methods [12–15]. However, these models are often 
tailored to specific hospitals, scanners, patient populations, 
acquisition protocols, and noise levels, which can limit their 
generalizability across different PET imaging scenarios. 
While deep learning (DL) methods are not entirely immune 
to these limitations, their ability to learn complex, hierar-
chical representations from diverse datasets offers greater 
potential for generalization. Accordingly, DL-based tech-
niques have been increasingly adopted to map LD PET to 
standard-dose PET (SD PET) images [16–19]. Given the 
remarkable success of deep learning approaches, several 
DL-based solutions have been introduced to estimate high-
quality PET images from LD scans, sometimes incorporat-
ing anatomical images to further enhance accuracy [20–26]. 
Deep learning-based partial volume correction models have 
the ability to effectively learn complex patterns of tissue het-
erogeneity while also performing image denoising, thereby 
helping to address issues related to noise amplification 
[27–29].

Xu et  al. [30] introduced a network similar to U-net 
designed to generate full-count PET images from low-
count ones. Additionally, task-specific perceptual loss [31] 
has been utilized to maintain the consistency of clinical fea-
tures between the low-count input and the generated full-
count images. Chen et al. [32] developed a network similar 
to the one introduced by Xu et al. [30], which predicts SD 
PET images using a combination of LD PET (at 1% of the 
SD PET dose) and MR images, as well as using LD PET 
data alone. Beyond static low-count PET, methods have also 
been developed for simultaneous motion correction and low-
count PET reconstruction [33–35], demonstrating further 
improvements in image quality. Techniques designed for 
other imaging modalities, such as few-view CT [36], LD 
CT [37], few-view SPECT [38], and LD SPECT [39], can be 
readily adapted for denoising low-count PET images.

Traditional DL-based denoising methods typically rely 
on a single LD PET input to predict SD images. However, 
multiple LD versions can be generated from the same list-
mode data (e.g., 2%, 4%, and 5%), each reflecting the same 
underlying signal but with different noise realizations. These 
complementary inputs provide diverse information that can 
be leveraged to improve reconstruction robustness. Build-
ing on this idea, Sanaei et al. [40, 41] demonstrated that 
incorporating multiple LD PET inputs, such as 6%, 4%, and 
2%, into a ResNet-based framework improved the accuracy 
of SD PET prediction. Nevertheless, their approach did not 

integrate anatomical information and was limited to a single 
network architecture, leaving room to explore more powerful 
models. In parallel, conditional GAN-based image-to-image 
translation frameworks, such as Pix2Pix, have shown prom-
ise in medical image denoising, although their application 
to PET imaging remains relatively limited [42]. Despite 
encouraging results, Pix2Pix-based PET denoising models 
may be constrained by the locality of convolutional feature 
extraction, which can hinder robustness under extremely 
low-count conditions and limit the capture of global anatom-
ical context [43, 44]. Moreover, the potential of extending 
Pix2Pix frameworks toward multi-level low-dose priors has 
not yet been systematically explored in PET image denois-
ing. These gaps motivate the proposed SwinPix framework, 
which combines the long-range modeling capacity of Swin 
Transformers with multi-level low-dose priors within an 
adversarial Pix2Pix structure.

In this context, our central hypothesis is that incorpo-
rating multiple LD PET images, each capturing different 
noise characteristics, can lead to more accurate and robust 
reconstruction of SD PET images compared to conventional 
single-input models. In this study, we propose a novel archi-
tecture, SwinPix, which integrates a Swin Transformer-
based generator into the Pix2Pix framework, tailored for 
LD PET image denoising. We investigate the effectiveness 
of incorporating multi-level LD PET inputs to enhance the 
prediction of SD quality images. Specifically, we assess the 
performance of the model using single-input and multi-input 
configurations at 4%, 6%, and 10% dose levels. For each tar-
get dose, complementary lower-dose images were employed 
as auxiliary inputs (e.g., 2% and 3% for 4%; 2% and 4% for 
6%; 6% and 8% for 10%), all derived from the original 10% 
list-mode PET data. This multi-level input strategy enables 
the network to leverage diverse noise realizations, providing 
redundant information to improve denoising robustness. The 
study aims to determine whether this approach enhances 
image quality and quantitative accuracy, ultimately sup-
porting the use of ultra-low-dose PET imaging in clinical 
settings.

Materials and Methods

Data Acquisition

This study exploited PET/CT brain images of 219 patients 
presenting with head and neck malignant lesions (106 males 
and 113 females, with a mean age of 71 ± 9 years). The 
analysis was restricted to patients with malignant lesions to 
ensure clinical relevance and consistency in lesion uptake 
characteristics for quantitative evaluation. In this study, each 
patient contributed a full 3D PET/CT volume, so the data-
set consisted of 219 volumetric images (one per patient). 
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Throughout the manuscript, the term “image” refers to a 
volumetric PET scan rather than individual 2D slices. The 
study protocol was reviewed and approved by the institu-
tional review board of Razavi Hospital, Imam Reza Uni-
versity, Mashhad, Iran (KFS-3855–02–2020). Patient con-
sent was waived due to the retrospective study design. The 
dataset was divided into 150 subjects for training and 69 
for evaluation. Images were acquired on a Biograph-6 PET/
CT scanner (Siemens Healthcare, Erlangen, Germany) fol-
lowing injection of 210 ± 8 MBq of 18F-FDG. PET imaging 
took place for 20 min, approximately 40 min post-injection. 
Variations across dose levels were introduced solely via 
count-based sub-sampling of the list-mode data, by directly 
extracting a proportion of coincidence events so that the 
total counts matched the desired dose level. This approach 
avoided frame-based dropping or temporal resampling, 
ensuring that differences across dose levels were introduced 
only through event counts rather than acquisition duration, 
so that dose normalization was defined in terms of absolute 
event counts. The PET raw data were first used to extract a 
10% LD dataset from the full-count data, from which addi-
tional lower-dose PET images (2%, 3%, 4%, 6%, and 8%) 
were generated. These datasets were reconstructed using 
the OSEM algorithm (4 iterations, 18 subsets) with stand-
ard corrections including attenuation, scatter (single-scatter 
simulation), randoms, normalization, and decay. All recon-
structed PET images were converted to SUV units based on 
patient body weight and injected dose, thereby preserving 
absolute quantitative values. To stabilize network training, 
image intensities were rescaled to the [0,1] range using a 
fixed global factor, which did not alter SUV fidelity since 
the same scaling was applied consistently to standard-dose 
and low-dose images as well as network outputs.

The goal of LD and/or fast PET imaging is to minimize 
the patient’s radiation dose (e.g., in multiple follow-up PET 
scans) or to obtain high-quality images more quickly (e.g., 
in dynamic PET scans). For LD or fast PET imaging to be 
clinically viable, it is crucial to retrieve the degraded signal 
caused by low-count statistics to accurately identify underly-
ing signals while suppressing statistical noise. The reduction 
in the injected dose or acquisition time should not be so 
extreme that it impairs the ability to distinguish signal from 
noise. Depending on the injected activity, scanner sensitiv-
ity, and clinical context, low-dose or fast PET imaging has 
been reported to remain effective at substantially reduced 
count levels in specific oncologic settings. However, image 
quality and lesion detectability may vary with patient body 
habitus (e.g., BMI), anatomical region, and lesion character-
istics [45, 46]. In this study, noise suppression was applied 
to LD PET images across various levels: 2%, 3%, 4%, 6%, 
8%, and 10%, with each dose level generated from its pre-
ceding lower dose (e.g., 2% from 3%). Such approaches can 
substantially reduce patient radiation exposure or acquisition 

time, while maintaining clinically acceptable image quality 
under appropriate conditions [47]. Beyond these dose lev-
els, however, image quality would degrade to a point where 
clinical usefulness is severely compromised.

The selection of 4%, 6%, and 10% dose levels was based 
on a balance between clinically relevant noise levels and 
reconstruction feasibility. Here, “clinically relevant noise 
levels” refer to low-count PET acquisitions that still pre-
serve diagnostically interpretable image quality and lesion 
detectability, as commonly investigated in low-dose PET 
imaging studies [48]. The chosen dose levels were further 
supported by empirical evaluation in our dataset, where 
reductions below 4% resulted in excessively noisy recon-
structions unsuitable for standalone assessment, although 
still useful as auxiliary inputs in multi-input configurations. 
Dose levels below 4% (e.g., 1% or 2%) were found to pro-
duce excessively noisy images that were not reliable for 
standalone evaluation, though they were still leveraged as 
auxiliary inputs in multi-input configurations. Meanwhile, 
higher dose levels like 20% were excluded from the current 
analysis as the 10% dose already provided reasonably high-
quality PET images, and the marginal benefit of denoising at 
such levels would be limited for practical purposes.

Network Architecture

The architecture of the proposed SwinPix network is illus-
trated in Fig. 1. Built upon the Pix2Pix framework, Swin-
Pix replaces the conventional convolutional generator with 
a Swin Transformer-based design, while preserving the 
PatchGAN discriminator to enforce patch-level realism. The 
generator follows an encoder–bottleneck–decoder structure 
with skip connections, which helps retain spatial details dur-
ing down-sampling and improves anatomical fidelity in the 
reconstructed PET images.

Specifically, the encoder consists of four hierarchical 
down-sampling blocks based on 3D convolutions and resid-
ual connections. The extracted feature maps are passed to a 
Swin Transformer bottleneck, which employs window-based 
self-attention and a shifted window strategy to capture both 
local texture information and global contextual dependen-
cies. The decoder mirrors the encoder using up-sampling 
stages with skip connections to refine feature representations 
and restore image resolution. The discriminator adopts the 
standard PatchGAN architecture used in Pix2Pix, encour-
aging sharper and more realistic outputs. Since both the 
PatchGAN discriminator and the Swin Transformer shifted-
window self-attention mechanism are well established, we 
refer readers to the original Pix2Pix and Swin Transformer 
publications for full architectural and mathematical details 
[49, 50]. For completeness, Fig. 2 provides an overview of 
the shifted-window attention mechanism employed in the 
Swin Transformer bottleneck.
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To evaluate the impact of multi-input configurations, 
we trained both single-input and multi-input models at 4%, 
6%, and 10% dose levels. Single-input models used only 
the target LD dataset (e.g., 6%), while multi-input mod-
els combined the target dose with auxiliary lower-dose 
inputs (e.g., 6% + 4% + 2% for the 6% case, 4% + 3% + 2% 
for the 4% case, and 10% + 8% + 6% for the 10% case). In 
all experiments, the ground-truth SD PET reconstructed 
from full-count data served as the reference for training and 
evaluation.

Loss Function

To enhance the performance of our network, we imple-
mented a loss function that combines the Structural 
Similarity Index Measure (SSIM) and Root Mean Square 
Error (RMSE) and Adversarial Loss (GAN Loss). SSIM 
is a perceptual loss function that evaluates the similarity 
between input and output images by assessing luminance, 
contrast, and structural information. It is widely used in 
image processing to determine the quality of an image fol-
lowing compression, transmission, or other modifications. 
Unlike traditional methods, such as the Mean Squared 
Error (MSE) or Peak Signal-to-Noise Ratio (PSNR), 
which treat the image as a collection of independent pix-
els, SSIM takes into account changes in structural content, 

luminance, and contrast. The SSIM between two image 
windows X and Y  is computed as follows:

•	 μx and μy are the average of x and y.
•	 �2

x  and �2
y
 are the variances of x and y.

•	 �xy is the covariance of x and y.
•	 C1 and C2 are small constants to stabilize the division 

when the denominator is close to zero.

On the other hand, RMSE is a statistical measure com-
monly used to assess the difference between predicted values 
and actual observations. It is particularly useful in regression 
analysis, forecasting, and image processing to evaluate the 
accuracy of predictions or the quality of approximations. 
RMSE is calculated as:

where:

•	 n is the number of observations.
•	 yi is the observed value.
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(
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Fig. 1   The proposed SwinPix architecture for PET image denoising 
using a generator and PatchGAN discriminator. The generator, based 
on a Swin Transformer structure, processes real low-dose PET images 
to output denoised, high-quality images. The PatchGAN discrimina-
tor evaluates smaller patches of the generated image, comparing them 
to real input patches to ensure realistic details in texture and struc-

ture. The generator retains skip connections between the encoder and 
decoder blocks to preserve spatial information that might otherwise 
be lost during down-sampling, while the discriminator uses a patch-
based approach to enhance image sharpness and realism by assigning 
probability values to individual patches, as shown in the right grid



Journal of Imaging Informatics in Medicine	

•	 ŷi is the predicted value.

In our approach, we define the SSIM loss as 
( lssim = 1 − SSIM(X, Y) ), and combine it with RMSE to 
form a comprehensive image loss function Limage. Here, 
I denotes the ground-truth SD PET image reconstructed 
from full-count data, Î  represents the PET image predicted 
by the network, and Isum refers to the voxel-wise summa-
tion term used for normalization in the RMSE and SSIM 
computations.

This function is used to optimize our network by mini-
mizing the following loss:

This combined loss function balances structural fidel-
ity and pixel-wise accuracy, leading to improved network 
performance in producing high-quality, denoised images. 
In the multi-input setting, the LD PET images at differ-
ent dose levels (e.g., 4%, 3%, and 2%) were concatenated 
along the channel dimension and provided jointly to the 

(3)Limage

(

I, Î
)

= RMSE
(

I, Î
)

+ 0.6 ∗ lssim
(

I, Î
)

(4)loss = Limage

(

Iout, Î
)

+ Limage

(

Isum, Î
)

network as input. The network then generated a single SD 
PET prediction, and the loss functions defined in Eqs. (3) 
and (4) were computed only on this output relative to 
the ground-truth SD PET image. Therefore, the formu-
lation of the loss did not change between single- and 
multi-input settings; rather, the richer input representa-
tion allowed the model to exploit complementary noise 
realizations across dose levels.

The adversarial loss in the Pix2Pix model encourages the 
generator to produce images that are indistinguishable from 
real ones. This forces the generator to create outputs that 
can deceive the discriminator into classifying them as real.

•	 Discriminator Loss: The discriminator’s goal is to differ-
entiate between real and generated images. It does this by 
minimizing the binary cross-entropy loss, which ensures 
that the discriminator correctly classifies real images as 
real and generated images as fake.

The adversarial loss function is defined as:

(5)
LGAN (G,D) = Ex,y

[

logD(x, y)
]

+ Ex,y[log(1 − D(x,G(x)))]

Fig. 2   The graphical illustration of the Swin Transformer network. 
The architecture consists of an encoder-decoder structure, incorpo-
rating a bottleneck layer and transformer block for enhanced image 
feature extraction and reconstruction. The encoder blocks progres-
sively down-sample the input image, while the decoder blocks per-
form up-sampling to restore the image resolution. A series of trans-

former layers, utilizing multi-head attention, facilitate global feature 
learning and contextual understanding. The architecture is specifi-
cally designed to improve image restoration tasks, such as PET image 
denoising, by leveraging both local and global dependencies in the 
image
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In this equation:

•	 The discriminator (D) minimizes the first term, which 
corresponds to correctly identifying real images.

•	 The generator (G) aims to minimize the second term, 
which encourages it to produce images that fool the dis-
criminator into thinking they are real.

Thus, the adversarial loss for the generator is:

Model training

The SwinPix was implemented using TensorFlow 2.8 on 
NVIDIA GeForce RTX 3060 (12 GB memory). The data-
set, consisting of 219 PET/CT brain images, was divided 
into 150 images for training and 69 images for testing. 
Importantly, this division was performed strictly on a 
patient-wise basis, such that all dose-level reconstruc-
tions derived from the same subject were included exclu-
sively in either the training or the test set. This ensured 
that no correlated dose renditions from a given patient 
appeared in both sets, preventing any data leakage during 
evaluation. For both training and evaluation, consistent 
dose-level configurations were used, and evaluation was 
performed only on unseen patients using the same input-
dose setting as in training (e.g., a model trained with 10%, 
8%, and 6% inputs was tested on held-out subjects using 
the same configuration). No cross-configuration testing 
(such as training with multi-inputs but testing with a sin-
gle input) was performed to ensure consistency between 
training and evaluation settings. The network was trained 
over 20 epochs, with each epoch comprising 600 itera-
tions. To prevent overfitting, we applied random rotations 
to the images before feeding them into the network. This 
simple augmentation strategy increases the diversity of 
the training set by exposing the network to different spa-
tial orientations of the same anatomical structures. As 
a result, the model is less likely to memorize specific 
spatial patterns and instead learns more robust, rotation-
invariant features. This variability effectively reduces 
overfitting and improves the generalization capability 
of the network when applied to unseen data. The train-
ing process utilized the Adam optimizer and a multi-loss 
function to assess the network's output against the ground 
truth labels. The learning rate was initially set at 0.001, 
with a batch size of 1. Throughout the training process, 
we ensured that the model did not overfit by monitoring 
the training loss and adjusting the learning parameters 
accordingly. The network's performance was validated on 
the test set to ensure generalization to unseen data.

(6)LGAN(G) = Ex[log(1 − D(x,G(x)))]

Evaluation Strategy

To assess the performance of various denoising models and 
the impact of incorporating prior knowledge from multiple 
LD PET images, we used five quantitative metrics. These 
included the SSIM, PSNR, and RMSE, calculated based 
on the standardized uptake value (SUV) for both the entire 
head region and malignant lesions. The test dataset included 
manually segmented lesions, outlined by nuclear medicine 
physicians during routine clinical procedures for diagnosis, 
lesion assessment, and treatment. Although lesion contour-
ing was performed on PET images, CT structures were also 
considered during the identification process. Additionally, 
we computed the mean SUV bias (SUVmean bias) and maxi-
mum SUV bias (SUVmax bias) by comparing the predicted 
SD PET images to the reference SD PET images within the 
malignant lesions. Statistical analysis was performed in a 
repeated-measures framework because all reconstruction 
methods were evaluated on the same cohort of patients. For 
each quantitative metric, a one-way repeated-measures anal-
ysis of variance (RM-ANOVA) was conducted across mod-
els at each dose level. Upon significance, post hoc paired 
t-tests were carried out versus the LD baseline, with Holm 
correction applied to control the family-wise error rate over 
six comparisons per metric (p < 0.05).

Results

To visually assess the quality of the predicted PET images, 
sagittal views of the SD PET images generated by both sin-
gle-input and multi-input networks are presented alongside 
the ground truth SD PET image and the LD PET images of 
a representative patient in Figs. 3, 4, and 5. These visual 
comparisons are qualitative in nature and provide a subjec-
tive illustration of reconstruction fidelity, complementing 
the quantitative evaluation. In these figures, the multi-input 
models generally show improved visual fidelity and better 
SNR compared to the single-input models. Notably, the pre-
dicted SD PET images from the multi-input SwinPix and 
Pix2Pix networks show visually improved contrast and ana-
tomical consistency to the ground truth, especially in the 6% 
and 10% LD PET cases, indicating a consistent enhancement 
in image quality and robustness when prior LD PET inputs 
are integrated.

The images shown in Fig. 6 illustrate the differences in 
SUV maps between the ground-truth SD PET images and 
the SD PET predictions generated by both single-input and 
multi-input models across the SwinPix, Swin Transformer, 
and Pix2Pix networks. These difference maps are shown 
for 4%, 6%, and 10% LD PET input levels. Each row cor-
responds to a different LD percentage (4%, 6%, and 10%), 
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while the columns are grouped in sets of two per model 
architecture, representing the single-input and multi-input 
versions of SwinPix, Swin Transformer, and Pix2Pix from 
left to right.

In these maps, areas with positive differences (yellow 
to red) indicate an overestimation of SUV in the predicted 
image compared to the ground truth, while negative val-
ues (blue) indicate underestimation. Notably, multi-input 

Fig. 3   Sagittal views showing: a 4% LD PET image, b the ground-
truth SD PET image, c SD PET predicted using the single-input Swin 
transformer network (based on the 4% LD PET image), d SD PET 
predicted using the single-input SwinPix network (based on the 4% 
LD PET image), e SD PET predicted using the multi-input Swin 
transformer network (using 4%, 3%, and 2% LD PET images), f SD 

PET predicted using the single-input Pix2Pix network (based on the 
4% LD PET image), g SD PET predicted using the multi-input Pix-
2Pix network (incorporating 3% and 2% LD PET images as prior 
knowledge along with the 4% LD PET image), and h SD PET pre-
dicted using the multi-input SwinPix network (using 4%, 3%, and 2% 
LD PET images)

Fig. 4   Sagittal views showing a a 6% LD PET image, b the ground-
truth SD PET image, c SD PET predicted using the single-input Swin 
transformer network (based on the 6% LD PET image), d SD PET 
predicted using the single-input SwinPix network (based on the 6% 
LD PET image), e SD PET predicted using the multi-input Swin 
transformer network (using 6%, 4%, and 2% LD PET images), f SD 

PET predicted using the single-input Pix2Pix network (based on the 
6% LD PET image), g SD PET predicted using the multi-input Pix-
2Pix network (incorporating 6% and 4% LD PET images as prior 
knowledge along with the 2% LD PET image), and h SD PET pre-
dicted using the multi-input SwinPix network (using 6%, 4%, and 2% 
LD PET images)
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Fig. 5   Sagittal views showing a a 10% LD PET image, b the ground-
truth SD PET image, c SD PET predicted using the single-input Swin 
transformer network (based on the 10% LD PET image), d SD PET 
predicted using the single-input SwinPix network (based on the 10% 
LD PET image), e SD PET predicted using the multi-input Swin 
transformer network (using 10%, 8%, and 6% LD PET images), f SD 

PET predicted using the single-input Pix2Pix network (based on the 
10% LD PET image), g SD PET predicted using the multi-input Pix-
2Pix network (incorporating 10% and 8% LD PET images as prior 
knowledge along with the 6% LD PET image), and h SD PET pre-
dicted using the multi-input SwinPix network (using 10%, 8%, and 
6% LD PET images)

Fig. 6   SUV difference maps between the ground-truth Standard-
Dose PET (SD-PET) and the corresponding SD-PET predictions 
from different models. The figure compares single-input and multi-
input models for third SwinPix (SP), Swin Transformer (ST), and 
Pix2Pix networks across three different Low-Dose PET (LD-PET) 
levels (4%, 6%, and 10%). The first row corresponds to 4% LD-PET, 
the second row to 6% LD-PET, and the third row to 10% LD-PET. 
Each column represents a different model configuration: single-input 
SP, multi-input SP, single-input ST, multi-input ST, single-input Pix-
2Pix, and multi-input Pix2Pix (from left to right). The color bar on 

the right indicates the scale of SUV differences, with red regions 
denoting positive differences and blue regions representing negative 
differences. These maps illustrate the performance of each model 
in reconstructing SD-PET images from LD-PET inputs, based on a 
single test patient slice. Unlike Figs. 3, 4, and 5, which show sagittal 
slices, Fig.  6 presents transaxial slices to better illustrate the voxel-
wise SUV difference distribution. Therefore, the slice orientations are 
not directly comparable but were chosen to highlight complementary 
aspects of the image quality
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models generally show reduced spatial error compared to 
their single-input counterparts, especially for the SwinPix 
architecture at 6% and 10%, which exhibit fewer high-inten-
sity error regions. This further supports the effectiveness of 
multi-input denoising models in improving reconstruction 
fidelity under LD conditions.

Consistent with the quantitative comparisons summarized 
in Tables 1, 2, and 3, multi-input strategies consistently 
reduced reconstruction error and SUV bias relative to single-
input models, supporting the benefit of incorporating addi-
tional low-dose priors. Table 1 reports the results for the 4% 
LD PET input. While all three models benefited from multi-
input configurations, SwinPix exhibited the most substantial 
gains. The SwinPix multi-input setup (4%, 3%, 2%) outper-
formed its single-input counterpart in every metric: PSNR 
improved by 13.4% (from 38.14 ± 1.37 to 43.25 ± 1.75), and 
SSIM increased from 0.97 to 0.99, suggesting better struc-
tural preservation. RMSE dropped dramatically, by ~ 86% in 
the head region (from 0.07 to 0.01), and by ~ 82% in lesions 
(from 0.11 to 0.02). Similarly, SUVmean and SUVmax biases 
were reduced by ~ 78% and ~ 58%, respectively. Compared to 
Pix2Pix and Swin Transformer, SwinPix delivered ~ 13–15% 
higher PSNR and more pronounced error reduction. Dif-
ferences among reconstruction methods were statistically 
significant across all metrics (repeated-measures ANOVA, 
p < 0.05), and all deep learning models significantly out-
performed the LD baseline after Holm-corrected post hoc 
testing.

In Table  2, with 6% LD input, the SwinPix multi-
input model (6%, 4%, 2%) again clearly outperformed 
the single-input configuration. PSNR increased from 
40.37 ± 1.10 to 45.39 ± 1.37 (~ 12.5% improvement), and 
SSIM rose from 0.95 to 0.98. RMSE (head) decreased 
from 0.303 to 0.19 (~ 37% reduction), and RMSE (lesion) 
from 0.522 to 0.301 (~ 42% reduction). The SUVmean and 
SUVmax biases both improved by nearly 50%. Compared 
to other models, SwinPix again led in all metrics, with 
particularly low lesion RMSE and SUV bias. All per-
formance improvements were statistically significant 
(p < 0.01), reinforcing the benefit of diverse multi-input 
priors.

Table 3 presents results for the 10% LD setting. The 
SwinPix multi-input model (10%, 8%, 6%) achieved a 
PSNR of 46.69 ± 1.35 versus 41.72 ± 1.29 for the single-
input version, an increase of ~ 11.9%. SSIM also improved 
from 0.95 to 0.99, while RMSE (head/lesion) dropped 
by ~ 39% and ~ 47%, respectively. SUVmean and SUVmax 
biases were reduced by ~ 53% and ~ 44%. These improve-
ments were again superior to those achieved by Pix2Pix 
and Swin Transformer, positioning SwinPix as the most 
accurate and reliable model in high-dose denoising. All 
improvements were statistically significant (p < 0.01).
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From a computational perspective, the proposed Swin-
Pix model demonstrates practical feasibility despite its 
architectural complexity. The network was implemented 
in TensorFlow 2.8 and evaluated on an NVIDIA GeForce 
RTX 3060 GPU (12 GB memory), with an average infer-
ence time of approximately 0.3 s per 3D PET volume 
(144 × 144 × 112). Importantly, this runtime reflects only 
the neural network forward pass and does not include the 
additional computational cost associated with generat-
ing multiple reconstructed auxiliary inputs (e.g., OSEM 
reconstructions) in the multi-input setting. Therefore, the 
overall runtime in a clinical workflow would depend on 
both reconstruction and inference stages. Future work will 
investigate streamlined strategies to reduce reconstruction 
overhead and improve deployment feasibility.

Ablation Study

To further investigate the contribution of different LD PET 
inputs in the multi-input framework, we conducted an abla-
tion study using the Swin Transformer-based architecture. 
Specifically, we examined the effect of varying input combi-
nations centered around a primary 6% LD PET image. Three 
configurations were evaluated: (1) a single-input setup using 
only the 6% image, (2) a dual-input setup combining 6% and 
4% LD PET images, and (3) a triple-input setup incorpo-
rating 6%, 2%, and 10% LD PET images. The triple-input 
setting (6%, 2%, 10%) was deliberately chosen as an abla-
tion configuration to test whether the network benefits from 
combining highly diverse dose levels (one lower-noise and 
one higher-noise auxiliary input) rather than strictly adja-
cent-dose inputs. The purpose here was not to mimic clini-
cal practice but to analyze the network’s robustness under 
different input diversity scenarios.

Quantitative results are summarized in Table 4. Across all 
metrics, including PSNR, SSIM, RMSE (head and lesion), 
and both SUVmean and SUVmax bias, the performance con-
sistently improved as more diverse inputs were incorporated. 
Notably, the triple-input configuration (6% + 2% + 10%) out-
performed both single- and dual-input models, achieving the 
highest PSNR (47.29 ± 1.10), lowest RMSE values (head: 
0.28 ± 0.04; lesion: 0.26 ± 0.03), and the most reduced bias 
in SUVmean (0.09 ± 0.08) and SUVmax (0.08 ± 0.06). These 

results suggest that each additional input contributes unique 
noise realizations and complementary anatomical or statisti-
cal information. The inclusion of a LD (2%) and relatively 
higher-dose (10%) image alongside 6% provides both fine-
grained structural cues and contextual features, allowing the 
model to better differentiate signal from noise.

Although the dual-input setup (6% + 4%) demonstrated a 
strong improvement over single input, the triple-input vari-
ant consistently achieved superior performance across all 
metrics. This indicates that the benefits of multi-level priors 
are not saturated with just two inputs, and further diversity 
can enhance model robustness and accuracy.

From a clinical perspective, while dual-input models may 
offer computational efficiency, the observed performance 
gain with triple-input fusion supports the use of richer input 
combinations, especially in diagnostic settings where accu-
racy is critical. These findings reinforce the core premise 
of our work: leveraging diverse, multi-level LD PET priors 
yields superior SD image reconstruction.

Discussion

In this study, we aimed to investigate the benefits of inte-
grating multi-level LD PET inputs as prior information for 
predicting SD PET images. We evaluated the performance 
of SwinPix, a novel Swin Transformer-based GAN model, 
alongside standalone Swin Transformer and Pix2Pix archi-
tectures. Each network was tested in both single-input and 
multi-input configurations at 4%, 6%, and 10% dose levels. 
Visual and quantitative comparisons (Figs. 3, 4, 5, 6) dem-
onstrated that, on average, multi-input models produced SD 
PET predictions with higher anatomical fidelity, reduced 
noise, and lower SUV bias compared to their single-input 
counterparts, particularly at 6% and 10% dose levels. While 
Pix2Pix performed relatively well in single-input settings, 
especially in terms of SUVmax bias, SwinPix and Swin 
Transformer generally achieved superior performance in 
multi-input configurations by further reducing RMSE and 
SUVmean bias. These results suggest that incorporating 
auxiliary LD PET inputs enhances both structural consist-
ency and quantitative accuracy, with SwinPix showing the 
most balanced improvements across metrics.

Table 4   Quantitative metrics for SD PET image predictions using the Swin Transformer model with different combinations of 6% LD PET 
input. Metrics include PSNR, SSIM, RMSE (whole head and lesions), SUVmean bias, and SUVmax bias

Inputs Used (LD %) PSNR ± SD SSIM ± SD RMSE (head) ± SD RMSE (lesion) ± SD SUV
mean

 bias 
(lesion) ± SD

SUV
max

 bias 
(lesion) ± SD

6% 27.58 ± 2.24 0.90 ± 0.02 0.82 ± 0.01 0.97 ± 0.05 0.32 ± 0.18 0.64 ± 0.26
6% + 4% 36.12 ± 1.26 0.93 ± 0.02 0.40 ± 005 0.53 ± 0.03 0.20 ± 0.02 0.26 ±  ± 0.04
6% + 2% + 10% 47.29 ± 1.10 0.97 ± 0.01 0.28 ± 004 0.26 ± 003 0.09 ±  ± 0.08 0.08 ±  ± 0.06
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At the 4% dose level, the benefit of multi-input was 
modest, and in some cases single-input Swin Transformer 
reconstructions appeared visually sharper. This indicates 
that under extremely noisy conditions, auxiliary inputs add 
limited value and a well-optimized single-input model can 
perform comparably. Nonetheless, averaged metrics across 
all dose levels still favored multi-input, confirming its over-
all advantage while acknowledging that single-input mod-
els may remain competitive in ultra-low-dose scenarios. 
At 6% dose, multi-input models showed the strongest rela-
tive improvements, with SwinPix reducing lesion RMSE 
from 0.522 ± 0.01 to 0.301 ± 0.02 and SUVmax bias from 
0.25 ± 0.03 to 0.09 ± 0.03, confirming this level as a practical 
sweet spot where auxiliary inputs maximize benefit without 
being overshadowed by noise. At 10%, absolute performance 
was highest (e.g., SwinPix achieved PSNR of 46.69 ± 1.35 
and head RMSE of 0.20 ± 0.002), but the relative gains from 
multi-input were smaller, as single-input reconstructions 
already provided good quality. Nonetheless, multi-input still 
helped reduce SUV biases and refine lesion quantification.

Interestingly, although PSNR increased as expected with 
higher dose levels (10% > 6% > 4%), the RMSE and SUV 
bias metrics indicated that the 4% setting occasionally out-
performed 10%. This discrepancy can be attributed to the 
random nature of count-based sub-sampling, which may 
yield more homogeneous noise patterns at 4% than at 10% 
in some cases. In addition, the denoising network might ben-
efit from the more prominent noise at 4%, forcing it to focus 
on structural fidelity and thereby reducing bias. By contrast, 
the 10% subsets may retain structured noise or artifacts from 
OSEM reconstruction that elevate bias despite the higher 
count statistics. These observations highlight that higher 
injected dose does not always guarantee superior denoising 
outcomes and underline the complex interplay between dose 
level, noise structure, and network generalization.

Compared to Pix2Pix, the Swin Transformer consistently 
achieved higher PSNR and SSIM, particularly at lower dose 
levels, owing to its self-attention mechanism and hierarchical 
features that enable better separation of signal from noise under 
low-SNR conditions. Building on this, SwinPix integrates 
the representational power of the Swin Transformer with the 
adversarial learning of Pix2Pix, producing sharper boundaries, 
lower SUV biases, and more accurate lesion uptake across all 
dose levels. This advantage was most evident at 6%, where it 
balanced noise suppression with preservation of anatomical 
detail more effectively than either backbone alone.

The primary objective of this study was to assess the 
effectiveness of incorporating multiple low-dose PET inputs 
for predicting SD PET images while introducing a novel 
hybrid network structure. Because PET acquisition is sto-
chastic, images reconstructed at different LD levels contain 
varying noise patterns and SNRs, even though the under-
lying uptake remains consistent. This diversity provides 

complementary information that helps the model better 
distinguish signal from noise, supporting the use of multi-
input configurations to enhance reconstruction accuracy. 
However, the benefit diminishes when the auxiliary inputs 
are of extremely low quality (e.g., at 4%), where excessive 
noise limits the additional value they provide.

While multi-input models consistently outperform sin-
gle-input models, the margin of improvement narrows as 
the dose decreases. This could indicate that the models 
are already extracting the maximum amount of useful 
information from the LD data, with further enhancements 
constrained by data quality. In practical terms, this pre-
sents a potential challenge: if multi-input models offer 
only marginal gains over single-input models at lower 
doses, the increased computational complexity may not 
be justified in real-world clinical applications. Striking 
a balance between model complexity, computational 
demands, and image quality improvements becomes a 
key consideration.

At 4% and 6% dose levels, although multi-input models 
demonstrated some improvements, the relatively small per-
formance gap calls into question whether the added complex-
ity is worth the trade-off for clinical use. This suggests that 
under ultra-low-dose conditions, the marginal gains offered 
by multi-input fusion may not always justify the additional 
computational cost associated with generating multiple recon-
structed inputs, and a well-optimized single-input model 
may provide a more practical alternative. Conversely, at 
intermediate dose levels (6–10%), multi-input priors offer a 
more favorable cost–benefit balance by providing consistent 
improvements in SUV accuracy and noise suppression. From 
a clinical implementation perspective, the proposed multi-
input framework does not require acquiring multiple PET 
scans from the patient. Instead, a single list-mode acquisition 
could be retrospectively reconstructed at different count levels 
to generate auxiliary low-dose inputs. These reconstructions 
would then be provided jointly to the network to produce a 
single standard-dose prediction. At present, this workflow is 
most suitable for offline denoising or research validation, and 
future work will aim to reduce reconstruction requirements 
to facilitate streamlined clinical deployment. Another limita-
tion of this study is that the analysis was restricted to patients 
with malignant lesions. While the inclusion of benign cases 
could increase the sample size and statistical power, it may 
also introduce additional heterogeneity in tracer uptake pat-
terns. Consequently, this choice represents a limitation of the 
present work, and future studies will investigate the generaliz-
ability of the proposed framework to datasets including both 
benign and malignant cases. In addition, our approach did not 
incorporate structural information, such as CT or MRI, which 
could potentially further enhance performance. The use of 
simulated LD data derived from a single full-dose acquisi-
tion using list-mode sub-sampling may introduce correlations 
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between dose renditions that are not present in independently 
acquired low-dose PET, potentially leading to optimistic per-
formance estimates. Future work will validate the proposed 
framework using independently acquired real low-dose PET 
scans across different clinical protocols and scanner types. 
All scans were acquired from a single scanner and institution, 
potentially limiting generalizability. Moreover, the proposed 
multi-input framework requires multiple reconstructions of 
PET data, which may constrain its practicality compared to 
single-input approaches. From a methodological perspective, 
this study should be regarded as an incremental but practi-
cal contribution rather than a transformative paradigm shift. 
Although diffusion-based methods have achieved state-of-the-
art results in PET denoising by leveraging iterative probabil-
istic refinement (e.g., [51, 52]), the proposed SwinPix frame-
work provides a simpler and more computationally efficient 
alternative that may facilitate practical integration into exist-
ing workflows. Direct benchmarking against diffusion frame-
works was beyond the scope of the current study, but will be 
considered in future work. Finally, we did not include a reader 
study to assess diagnostic accuracy, and our evaluation was 
limited to image-based metrics. Future work will focus on 
validating the method using real LD PET acquisitions across 
different scanner types and clinical protocols, benchmarking 
against diffusion-based approaches, assessing end-to-end 
computational efficiency in clinical workflows including 
reconstruction-related overhead, incorporating anatomical 
priors, such as CT or MRI, and extending the framework to 
other modalities, such as SPECT imaging.

Conclusion

In this study, we proposed SwinPix, a Swin Transformer-
based GAN framework designed to leverage multi-level LD 
PET inputs for predicting SD PET images. By comparing 
single-input and multi-input configurations at 4%, 6%, and 
10% dose levels, we demonstrated that incorporating mul-
tiple LD inputs provides complementary noise realizations 
that significantly enhance image reconstruction quality. 
SwinPix consistently outperformed single-input models in 
terms of PSNR, SSIM, SUV bias, and RMSE, especially in 
malignant lesions, confirming its robustness across varying 
dose levels. These findings highlight the effectiveness of 
using prior knowledge from multiple LD PET scans, offering 
a scalable and clinically feasible strategy for reducing radia-
tion exposure while maintaining high diagnostic accuracy.
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